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What?  Give users a runnable multi-system data backend from a natural-language prompt 
Why?   Unbounded coding agents fail to converge on heterogeneous multi-system stacks  
How?   Typed contracts bound the search so failures route to the layer that owns them

End-to-End Workflow of Declarative Data Services (DDS)

Enforcing Grounding Constraints
Enforcing Grounding Constraints
Experimental Evaluation: 

Key Takeaway #1

● Framework / Agent Split: At every layer, the 

framework owns the typed contract and validation; 

the sub-agent owns the bounded search within that 

contract

● L1→L4 Pipeline: Intent validation → Operator DAG 

synthesis → Skill-contract enforcement → Runtime 

attribution; knowledge flows forward as typed 

contracts, failures route backward as typed signals

L1 & L2 : From Intent to Topology

● L1 Typed Intent: User prompt is validated across 
6 dimensions before any code is written

● L2 Operator DAG: Planner commits to topology 
before products; framework rejects 
SLO-infeasible DAGs

● Topology First: Separates what topology from 
which products, enabling clean failure attribution

Key takeaway # 1:

L4 routes run time signals 
to the layer owning the 
violated decision.

DDS Framework: Four Typed Contract Layers

L3: Skill Contracts as Persistent Memory

● Per-Product Skill Files: Each data product has a 

structured knowledge file with four blocks

● Knowledge Persists & Traces: Reviewer-approved 

skill patch carries forward to future deployments; 

artifacts cite the skill field behind each decision

● Hard Enforcement: Framework eliminates hard 

anti-pattern violations before codegen

L4: Attribution Loop — Failures Become Patches

● Typed Signals: Every runtime failure is classified 

and routed to the layer owning the violated 

decision

● Three Policies: Framework auto-patches codegen 

slips; reviewer patches L3 gaps; user decides L1/L2 

changes

● Principled Mechanism: Unifies static planning with 

runtime adaptivity 

Experimental Evaluation:  DDS vs. Unbounded Agentic Discovery

1. Three tiers: T0 (syntax), T1 (stack boots), 
T2 (a test query returns correct rows)

2. Conditions A/B/C: unbounded agents with 
progressively more prompt knowledge

3. DDS: typed contracts at all four layers

Table 1 Highlights: 
Condition C has the same skill knowledge as DDS but 
fails to converge on T1/T2 without typed contracts
Table 2 Highlights: 
operational + anti_patterns blocks do the heavy lifting

DDS

User

"I want a trading backend. 

~50K ticks/sec, OHLCV over 

years, sub-10 ms position 

lookups, $300/mo"

Framework

Agents

Kafka
queue

ClickHouse
analytics store

PostgreSQL
operational store

Redis
cache

Multi-system Data Backend

1 NL Req.

2 Deploy

Layer 0 (L0)

Elicitation

Framework Owns

Intent schema
Elicitation protocol

User

“I want a trading backend for my strategies, 
about 50K ticks/sec, budget around $300”

Sub-Agent Owns

Dialogue

“I'll assume 
time-series 

ingest…What's your 
tolerance for stale 
dashboard data”

Layer 1 (L1)

Intent

Framework Owns

DDIA 6-dim schema
feasibility rules 
…

Sub-Agent

Contract.md
Draft intent

Validate

Layer 2 (L2)

Logical

INGEST

Framework Owns
Operator types · SLO algebra

QUEUE CACHESTORE SERVE

Sub-Agent Owns
Planner · DAG synthesis & ranking

INGEST QUEUE STORE→ SERVE→ →

Layer 3 (L3)

Physical

Framework Owns
Skill contracts · anti-pattern checks

kafka
.skill

Sub-Agent Owns
Planner · system selection & configs

Kafka CH FastAPI→ →

postgresql
.skill

clickhouse
.skill

redis
.skill …

Contract.md
Validated 

intent

Contract.md
Operator DAG

Layer 4 (L4)

Runtime

L4 Attribution Loop

Framework Owns

Brief schema · 
attribution rules
…

Attributor

Sub-Agent Owns

Deployment · 
Codegen · 
Deploy · 
Iterate

Key takeaway # 2:

L4 routes run time signals 
to the layer owning the 
violated decision.

Key Design # 1: 

The framework owns every 
contract; sub-agents own the 
search inside it

Typed attribution is why iteration 
converges. Each failure routes to 
exactly one layer
The fix is bounded: a skill patch, a 
code fix, or a user decision, never a 
global retry
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   1  Describe: State your data needs in plain language

DDS Compose: The framework selects and configures 
a set of data systems that fit your intent
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Deploy: Generate, boot, and verify a working 
multi-system stack end-to-end

 
Benefits of DDS: Layer abstractions make building 
multi-system backends bounded, reliable, and reusable

Deploy

compose up

Observe

typed runtime signals

Attribute

signal → owning layer

Patch
edit at that layer

⇄
L2 · LOGICAL

pattern alternative

User decides

Who Edits? 

Framework  automatic

Reviewer  auto + human review

User  decides never auto-patched

L1 · INTENT

intent revision

User decides

L3 · PHYSICAL

skill patch

Reviewer

YAML

L4 · RUNTIME

code patch

Framework

</>

PROFILE

policy edit

Framework

Setup: Local Ollama instance on 
NVIDIA Quadro RTX 8000 

Key Design # 2: 

Skills accumulate fixes across 
deployments so a patch 
made once carries forward

Key Design # 3: 

L4 routes each failure to the 
layer owning the violated 
decision

Table 1: Headline Comparison

Table 2 : Skill-Content Ablation


